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1 Introduction

With sales of mobile communication devices increasing every year, a lot of

data is spread over many different and incompatible systems. The age of

personal computing is being taken over by small and light-weight devices,

possibly more than one per person.

The danger of this development is that data can easily be locked in those

devices because of different and mostly incompatible protocols, which hin-

der data exchange. As data like calendars, address books and to-do lists

often are replicated to different devices, synchronisation plays an impor-

tant role to ensure the up-to-date-ness of data. To keep data synchronised

between those different systems, software and hardware manufacturers have

developed many different and mostly incompatible protocols. The SyncML

intitative tries to gather those manufacturers to solve exactly those prob-

lems.

The goal of this project was to develop a real world application of

SyncML Data Sync. It is based on an open source implementation of

SyncML called Sync4j [2], which serves as SyncML server and client. It

has been improved by the author with the addition of an implementation of

the WAP binary XML parser and writer (based on kXML [3] version 1.x)

to support WAP-compatible cellular phones.

A webfrontend for managing a personal addressbook and calendar, based

on Java Server Pages and Java Servlets (driven by Tomcat [12]) has been

developed by the author to provide a sample client, which is capable of

communicating with the SyncML server (also driven by Tomcat) by using

the SyncML protocol.

This paper is also available as HTML document, either on the CD-ROM

which came with this paper or on the web at [4].

2 Objectives

This seminar work will give a brief overview what SyncML is. The main

part will be dedicated to show how by glueing together open source compo-

nents a real world application of the SyncML protocol was implemented.
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3 Timeline

This work was started in April, 2002. The author was becoming acquainted

with the SyncML protocol and working in succession together with David

Buchmann on the theoretical design of a SyncML prototype. The resulting

classes and interfaces were the base for the implementation of a working

SyncML engine [1].

First working versions of the MySQLStore and MySQLMapping were

written in June. A first version of the documentation at hand was written in

August. It was planned to let a SyncML-capable mobile phone synchronize

data with a Sync4j-server, but because for lack of the availability of such a

device or emulator, the goals were shifted towards a real-world application

of Sync4j.

4 Development

During this project, two libraries were extended and one application written

from scratch. Solely the programming language Java [16] was used to accom-

plish these tasks. The newly developed application is called Sync4jWeb

and these two projects were changed:

1. Sync4j [2]

2. kXML [3]

4.1 Extreme Programming

XP (Extreme Programming [18]) is the methodology the author used for

developing. It promotes pair-programming, continuous integration and unit

testing (see also section 4.2). Because implementing the SyncML protocol

(which the author worked together with David Buchmann at the first design

stages) was quite risky, early programming results were indispensable.

4.2 Testing the Code

To ease refactoring [20], JUnit [14] tests have been written. This ensures

that during changes in the code defined semantics always stay the same - in
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other words, refactoring can be exercised much more freely. If the test pass,

the application has not been broken.

To run all tests in Sync4j, start the following command in the directory

containing the build.xml file:

nikee@zwerg:~/kXML/# ant tests

You will see now the results of all tests.

4.3 Documentation of Code

Wherever in this document a certain code behaviour is described or designing

decisions are pointed out, it may be useful to have a look at the online

documentation of the application or library respectively in question. Care

was taken during development to put as much (meaningful) documentation

inside the Java code. See [4] for HTML documentation.

This inline documentation includes extensive description of every class,

method, their arguments and returning values, as well as throwable excep-

tions. It can be extracted and separated from the actual code with the help

of the javadoc [17] tool, but it is advisable to use the ant utility (see as

well section 4.4 for a more detailed description of ant).

4.4 Building the code

To ensure quick development cycles (important for giving feedback about

design descisions and implementation mistakes), the portable building tool

ant [13] was used in all three subprojects. Ant features platform-independent

compilation, distribution and deployment and is configured through XML.

JUnit provides integration of ant, so that even testing can be done in ant.

To build kXML, start the following command in the directory with the

build.xml file:

nikee@zwerg:~/kXML/# ant compile

A distributable jar-file can be made by starting ant with the option

dist:

nikee@zwerg:~/kXML/# ant dist
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5 SyncML

The SyncML initiative, launched in 1999, is a joint effort of mobile devices

manufacturers and software developing firms and wants to be “the open

standard that drives data mobility by establishing a common language for

communications between devices, applications and networks. The founda-

tion of the SyncML open standard, SyncML Data Sync (SyncML DS)

ensures a consistent set of data that is always available on any device or

application, any time” [5]. The intiative is sponsored by key-players like Er-

icsson, Motorola, Nokia and Symbian. The acronym SyncML means Syn-

chronization Markup Language [5] and is based on the Extensible Markup

Language (XML) [10].

5.1 Architecture

When having the same data spread over more than one data repository,

inconsitencies are inevitable. Measures must be taken to avoid these and

restore the same data set on all devices - this process is called synchronisa-

tion. The SyncML protocol assumes that there is one central server and

one or more client devices.

A simple way to achieve consistent data is to send all data from the client

device to the server, let the server check every record with his own records

(to prevent duplicates). The server has now all records of his own, plus the

new ones from the client device. It sends them all to the client device, which

in turn also checks them against its own records and adds new ones. This

form of synchronization is called slow sync by the SyncML protocol. It is

not a very efficient way to synchronize, but is needed when the server and

the client lose track of when the last successful synchronization took place.

If however both server and client agree on when they last synchronized

their data together, a more efficient scheme comes into play. It is called fast

sync by SyncML and works like this: Server and client both take note

which local records were modified (or newly added) since the last successful

synchronization. These records are called dirty. If records have been deleted

since the last sync, they get a deleted attribute in addition to the dirty flag.

Only their identification is sent to the other party, so that they get deleted

6



there as well.

SyncML supports multiple operations to perform on data stores (be it

on the client or server):

• add Adds an item to the store

• copy Copies an item locally

• delete Deletes an item

• exec Executes a command

• get Gets an item

• put Puts an item into the store

• replace Replaces an item

• search Searches for an item

It may happen that the server and the client change the same record.

This leads to a conflict which may be resolved (if, for instance, the content is

the same or can be merged otherwise). If it cannot be resolved automatically,

manual action must be taken.

To unambigouusly identify records, the following scheme is used: The

server assigns every record a Global Unique Identifier (GUID). On the

client, records are equipped with a Local Unique Identifier (LUID). Be-

cause those identifiers can be chosen at will (and may be overlapping), a

mapping mechanism is needed on the server to perform the transformation

from LUID to GUID and vice versa.

5.2 Advantages

It was a good decision to use XML as superset of SyncML, because XML

ensures compatibility with other software applications and libraries. XML

is also a human readable format. This would not have been the case with a

binary protocol.

Apart from this, SyncML is a quite well documented, unifying ap-

proach to mobile devices synchronization. Its strategy with freely available
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specifications may be the key to a future with painless cross-platform syn-

chronization, because it is not only theoretically a good aproach, but also

backed by many key-players in the mobile device industry.

5.3 Disadvantages

Unfortunately, all that glitters is not gold. SyncML is so extensive, that it is

hard to understand in its entirety, not to speak of a complex implementation.

It contains too many possibilities where to place different information, too

many and even (deliberate) duplicate operations1. It includes many sub-

tasks like meta information, device management, device information2 - these

are surely important when building complete device management platforms,

but complicate matters needlessly. This leads to the fact that if we wanted

to implement a SyncML compatible application, a lot of developing work

had to be done - there is no such thing like a minimal instance of SyncML.

Another downside may be the fact that Microsoft is not member of

the SyncML initiative - Ray Hegarty wrote in 2001, two years after the

SyncML intiative had been launched, “Microsoft seems to have finally

come off the fence as far as potential support for SyncML is concerned,

saying that the specification is too ’chatty’ and relies on too much network

bandwidth” [6]. In other words, Microsoft will not support SyncML.

This leads to another point: Even when using a binary form of XML (like

WBXML), SyncML uses rather many (too many, in the author’s opinion)

packets during network communication. This seems to correlate with the

complexity of the protocol.

6 Sync4j

If the SyncML intiative shall succeed, implementations of the protocol into

client devices and servers are indispensable. Sync4j [2] tries to bring that

to another level, by releasing its sources under a open source license3 and
1It is not clear in [8], whether the operations add, put and replace differ semantically

and if so, how.
2SyncML MetInf, SyncML DM and SyncML DevInf, see [5] for more details.
3Sync4j is licensed under a BSD-like License.
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implementing the protocol in Java, a language which is frequently used for

client-server programming.

Sync4j is quite ambitious: “I would like to see it as the reference im-

plementation of SyncML and I would like to set up as soon as possible a

public server based on Sync4j. But I want (to) see Sync4j as a robust

SyncML server for telecommunication, enterprise and retails (sic) applica-

tions,” writes Stefano Fornari, project leader of Sync4j, in [7].

Sync4j has had some leadership problems in early until mid 2002, when

Sean S. Sullivan was project leader. He did not have the time to care for the

project and so David Buchmann and the author decided (in the absence of

any viable alternative) to fork (temporarily) the source code and implement

a working prototype on their own. Even if this prototype is more advanced,

it will not be possible (technically) to merge the two code bases together,

because the two projects have drifted to much apart. It will be tried to use

the experiences made while developing, so that the Sync4j project profits

at least this way from the prototype.

As more and more mobile devices provide a Java runtime environment,

Sync4j can be used on these devices, regardless of their operating system

or hardware architecture. Sync4j has still a long way to go, but it shows

already today how powerful SyncML can be.

6.1 Architecture and Design

Sync4j can be divided into three main layers, as seen in figure 1. Each of

these layers comprehends a distinct task.

The Transport layer cares about physical transport of SyncML packets.

The Framework performs transformation from XML to the internal object

representation of a SyncML message and vice versa.

The Engine layer is responsible for the high-level SyncML synchroniza-

tion between two devices. It is composed of a Authentication module, which

checks passwords of users. The Store provides means for storing records

(may be a database or a XML file etc.), the Mapping module maps lo-

cal unique identifiers (LUID) to global unique identifiers (GUID) and is

only used on a SyncML server. The SyncEngine finally does the real syn-
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chronization and uses all other modules to accomplish its work. If the same

item has been changed on the server and on the client, it queries the Strategy

module and - depending on the strategy - the Strategy can offer a solution.

Figure 1: Layered architecture of Sync4j

6.2 Modified and Improved Parts

As the modules in the Engine layer (see figure 1) are not implementations

themselves, but rather interfaces, there may be various implementations,

doing their task a bit differently.

6.2.1 MySQLStore and MySQLMapping

Because Sync4j intially was only equipped with a simple XML file for stor-

ing records and doing the server-side mapping, a better, database driven

solution was drafted and developed. MySQL [15] was used as database

server4.

The Entity Relationship Model for the database design (see figure 2)

consists of these three entities:

The User entity holds all information about a user (attributes UserID,

Name). The Storage entity holds the actual data (attribute Data), together

with needed attributes like the Dirty and Deleted bits, as well as the Lo-

calID. The Mapping entity holds the mappings between the remote and local

identifiers.

Databases defines the relation between the user and the storage (with

the attributes UserID and DatabaseID).
4MySQL is licensed under the GNU Public License (GPL).
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The generalization in this diagram is overlapping complete, because ev-

ery mapping must have a storage counterpart and vice versa.

Figure 2: Database layout for MySQLStore backing database

To be usable, an ERM diagram has to be mapped to a physical database

scheme. As the used DBMS MySQL is a relational database, it was mapped

into tables. The physical database scheme implemented in MySQLStore

follows:
MySQLStore SQL definition

1 CREATE TABLE databases (

2 databaseid int(11) NOT NULL auto_increment,

3 userid int(11) NOT NULL default ’0’,

4 name varchar(255) NOT NULL default ’’,

5 description varchar(255) default NULL,

6 lastsync varchar(255) NOT NULL default ’’,

7 PRIMARY KEY (databaseid),

8 UNIQUE KEY name (name,userid)

9 );

10

11 CREATE TABLE storage (

12 localid int(11) NOT NULL auto_increment,

13 databaseid int(11) NOT NULL default ’0’,

14 value text NOT NULL,
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15 dirty tinyint(4) default ’1’,

16 deleted tinyint(4) NOT NULL default ’0’,

17 PRIMARY KEY (localid)

18 );

19

20 CREATE TABLE user (

21 userid int(11) NOT NULL auto_increment,

22 username varchar(255) NOT NULL default ’’,

23 password varchar(255) NOT NULL default ’’,

24 description varchar(255) NOT NULL default ’’,

25 PRIMARY KEY (userid)

26 );

For MySQLMapping, the physical database scheme was implemented as

follows:
MySQLMapping SQL definition

1 CREATE TABLE mapping (

2 localid int(11) NOT NULL default ’0’,

3 databaseid int(11) NOT NULL default ’0’,

4 remoteid varchar(255) NOT NULL default ’’,

5 PRIMARY KEY (localid)

6 );

6.2.2 MySQLStoreFactory

Because setting up and tearing down a database connection is costly in terms

of time and memory, Sync4j uses so-called factories to manage existing

connections and creating new ones. When a request for a store is issued to

the StoreFactory, it first searches its pool of exsting stores with the same

connection details and store name connected to. If the factory finds such a

store, instead of creating a new one, it simply returns the saved instance of

the store, thus saving resources.

6.2.3 WBXML - Adaption of kXML and Integration in Sync4j

XML is a rather verbose language and as such is not ideal for telecommu-

nications over highly bandwidth restriced links, such as mobile cell phone
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links over GSM. Because of these shortcomings, the WAP Forum specified a

binary form of XML called WBXML (WAP Binary XML Content Format).

This format shall allow “more effective [sic] use of XML data on narrowband

communication channels” [9].

The SyncML specification envisions WBXML as binary representa-

tion of “classic” XML and therefore, it was straightforward to implement a

WBXML parser into Sync4j, so that it will be able to communicate with

mobile devices solely capable of WBXML.

Some WBXML parsers were evaluated and most of them had the dis-

advantage of only supporting one WBXML code page, whereas SyncML is

based on two code pages (0x00 for SyncML tags and 0x01 for MetInf). So,

one of these WBXML parsers - kXML [3] - was chosen and improved5 to

support more than one code pages.

The author also had to re-organise the source code of kXML and wrote

an ant build.xml build file for easier development. Unfortunately, there

were no unit tests or debugging output available, so that the improvements

to the sources were rather delicate in the sense that it is still not very clear

if it did not break anything as a side effect.

6.3 Problems and things still to do

SyncML is a rather complicated protocol and yet its specfications are not

very clear about semantics. In the case of the MySQLStore and MySQLMap-

ping, the problem arose that it was not clear during which operation a record

should be marked as dirty.

Because of more important work to be done on the Sync4j prototype

and the application Sync4jWeb (see chapter 8), real user authentication

and authroization could not be implemented.

6.4 Synchronization Sequence

The most common type of synchronization is the client initiated Two-Way

sync and it works as follows:
5The improved version can be found on the accompanying CD-ROM or at [4].
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1. The client sends two anchors to the server: the date of the last sync

and the date of the next sync

2. The server compares the two anchors with his own. If they match,

only a fast sync is needed. Otherwise, a slow sync is performed.

3. The client sends all changed records to the server (by analysing the

dirty bits), along with their ID.

4. The server applies the changes and sends his changed records to the

client

5. The client applies the changes received from the server and sends back

the IDs of newly created records on behalf of the server.

6. The server saves the mappings and sends back an acknowledgement.
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7 Sync4j library

In order to be usable for application developers, Sync4j should present a

comprehensive, but yet easy to understand API (application programming

interface). In this section, a short overview of the API will be given, illus-

trated by sample code.

7.1 Features

The API can be used to provide an application the possibility to synchronize

its data quickly and without hassle with a distant SyncML server. It

supports all available stores, authentication methods and strategies.

7.2 Requirements

The following jar-files must be present in the classpath:

• sync4j.jar

• kXML.jar

• jdom.jar

• xercesImpl.jar

• mysql-connector-java-3.0.1-beta-bin.jar (or any version above)

These packages and classes must be imported:
sync4j library imports

1 import sync4j.core.*;

2 import sync4j.framework.client.IClientConnectionFactory;

3 import sync4j.protocol.handler.*;

4 import sync4j.protocol.handler.client.ClientHandler;

5 import sync4j.protocol.handler.server.ServerCallback;

6 import sync4j.protocol.syncengine.*;

7 import sync4j.protocol.syncengine.authimpl.*;

8 import sync4j.protocol.syncengine.engineimpl.*;

9 import sync4j.protocol.syncengine.mapimpl.*;

10 import sync4j.protocol.syncengine.storeimpl.*;
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11 import sync4j.protocol.syncengine.stratimpl.*

12 import sync4j.transport.http.client.HttpClientConnectionFactory;

7.3 Example

We will first concentrate on the client side and how to set up stores locally

that can be used later to synchronize with remote stores.

For setting up the library, you need first to create a user (lines 2 - 3),

by specifying a username and a password. In our example, we create a

unrestricted user.

Next, a store factory needs to be instanciated (lines 5 - 9), the arguments

in our case are the connection details for the MySQL server. From this

factory we pull out a store for contacts (lines 12 - 15) and one for a calendar

(lines 17 - 20). The arguments are the earlier created user, a URI (Universal

Resource Locator) pointing to the database in the store6 and a MIME7 type

(which defines the type of data to store). This last part of code must be

inside a try block to catch an potential StoreException.
sync4j library example setup

1 private void prepareStores() {

2 syncml_user = new UserUnrestricted(syncml_username,

3 syncml_password);

4

5 storeFact = new MySQLStoreFactory(syncml_mysql_host,

6 syncml_mysql_port,

7 syncml_mysql_database,

8 syncml_mysql_username,

9 syncml_mysql_password);

10

11 try {

12 store_contacts =

13 storeFact.createStore(syncml_user,

14 new URI(syncml_db_contacts),

15 "text/plain");

6An example for such an URI would be http://localhost:8180/contacts
7MIME is an acronym for Multipurpose Internet Mail Extensions. See [11] for

details.
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16

17 store_calendar =

18 storeFact.createStore(syncml_user,

19 new URI(syncml_db_calendar),

20 "text/plain");

21 }

22 catch (StoreException e){

23 e.printStackTrace();

24 }

25 }

Now that we have set up the stores, it would be nice to get all records

of a store:
read contents of a store

1 IDataItem[] items = store_contacts.getAll();

2 for(int i = 0; i < items.length; i++){

3 String data = items[i].getData().getValue();

4 String id = items[i].getLocalID().getValue();

5 System.out.println("id: "+id+" data: "+data);

6 }

The following code piece shows how to put a record back into a store:
write record

1 String data = "this is a dummy record";

2 int id = 130 // dummy id

3

4 IDataItem dataItem =

5 new MySQLDataItem(new Data(data),

6 new LocalID(id));

7

8 ((MySQLStore) store_calendar).replace(dataItem, true);

To synchronize with a remote Sync4j server, we create an array called

infos which will hold information about the type of syncrhonization, the

source and target stores etc. On line 3, we instanciate a mapping factory. A

substitution is done on line 4, and on line 5 we instanciate a authentication
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object. Line 6 creates a callback object8.

Lines 8 - 10 instanciate a client connection factory (a HTTP connection

factory in fact), the desired MIME type as argument. Lines 15 - 33 fill the

earlier created array with the information needed for the library to know

which databases to synchronize etc. We always try to do a fast sync (200)

and fall back to slow sync (201) if the anchors (date of last synchronization)

do not match.

Lines 36 - 43 instanciate a client handler. Basically, all instanciated

objects on preceeding lines are passed to it.

The synchronization is initiated on line 45, and the results written as

string into the variable result.
sync4j library example syncing

1 private void doSync() {

2 SyncInfo[] infos = new SyncInfo[2];

3 IMapFactory mf = new MappingGenMapItemFactory();

4 IStoreFactory sf = storeFact;

5 IAuthentication auth = new NoAuthRequired(syncml_username);

6 IUserInterfaceCallback cb = new ServerCallback();

7

8 IClientConnectionFactory conn =

9 new HttpClientConnectionFactory(

10 sync4j.core.Constants.MIMETYPE_SYNCML_WBXML);

11

12 ISyncStrategy strat = new SyncStratClient();

13 ISyncEngine se = new SyncEngine(sf, mf, auth, strat, false);

14

15 infos[0] = new SyncInfo(

16 200 /* type */,

17 new URI(syncml_server_db_contacts) /* target db */,

18 new URI(syncml_db_contacts) /* source db */,

19 null /* store user */,

20 null /* mime */,

21 null /* anchor */,

22 201 /* defSlow */

23 );

8In this sample case, ServerCallback suffices, but one might very well write a new

callback object to ask the user for decisions after certain events, like conflicts etc.
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24

25 infos[1] = new SyncInfo(

26 200 /* type */,

27 new URI(syncml_server_db_calendar) /* target db */,

28 new URI(syncml_db_calendar) /* source db */,

29 null /* store user */,

30 null /* mime */,

31 null /* anchor */,

32 201 /* defSlow */

33 );

34

35 try {

36 ClientHandler h = new ClientHandler(se,sf,mf,auth,cb,conn,

37 new Credential(new BasicAuthentication(

38 syncml_username,

39 syncml_password)),

40 syncml_server,

41 syncml_client_host,

42 new UserUnrestricted(syncml_username,syncml_password),

43 infos) ;

44

45 String result = h.sync();

46 System.out.println(result);

47 }

48 catch (StopSessionException e){

49 e.printStackTrace();

50 }

51 }

7.4 Online API

The full API of this library is best viewed in a HTML browser and is located

on the accompanying CD-ROM in the directory

/sync4j/output/javadoc/index.html

It can also be found on the web at [4].
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8 Sync4jWeb

To illustrate the possible applications of SyncML, a web front end called

Sync4jWeb was created. It is a Java Servlet, running on a Tomcat [12]

servlet engine. Sync4jWeb allows to edit, view and manage contacts and a

calendar online and synchronize it with a Sync4j server. It uses the Sync4j

library to perform the synchronization. Figure 3 gives a overview over the

architecture.

Figure 3: Architecture of Sync4jWeb and a Ericsson T68

Furthermore, Sync4jWeb can be used to access a store on a Sync4j

server directly and thus try out all possible combinations of creating, editing

and deleting items on the client and the server.

8.1 Usage

After loading the URL of Sync4jWeb9, it displays a welcome screen (see

figure 4) with a menu bar on the top of the page. In this menu bar, every

function of Sync4jWeb can be accessed.

If you press the contacts button, a list of all current contacts are dis-

played (figure 5). On the right side, there are buttons to view/edit a

contact, create a new one or delete the selected contact.

If you press the view/edit button, a new screen loads with a prefilled

form of the previously selected contact (figure 6). After editing (the first
9Let us assume the URL is http://localhost:8180/sync4jweb/sync4jweb
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two fields have to be filled in to be accepted), the submit button saves the

contact information and returns to the list of contacts.

When pressing the button named calendar on the menu bar, you will

see a list of calendar entries (figure 7). The buttons on this page work the

same way as on the contacts page. The editing of a calendar entry (figure

8) is very similar to the editing of a contact, too.

To be able to access any store or a Sync4j server, you will need to tell

Sync4jWeb where it should connect to, which user and password to use

(figure 9). It is important to chose between synchronizing with a Sync4j

server or directly access the stores of a Sync4j server.

Once you have finished editing, viewing and managing your contacts

and your calendar, you might want to synchronize them with a Sync4j

server. Press the synchronize button on the menu bar. The result of the

synchronization gets displayed in a yellow box (figure 10).
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Figure 4: Sync4jWeb welcome screen

Figure 5: Sync4jWeb contacts screen
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Figure 6: editing a contact in Sync4jWeb
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Figure 7: Sync4jWeb calendar screen
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Figure 8: editing a calendar item in Sync4jWeb
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Figure 9: Sync4jWeb preferences screen26



Figure 10: Sync4jWeb synchronize screen
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A Accompanying CD-ROM

On the accompanying CD-ROM all source code, HTML online documenta-

tion and tools neccessary for building are available:

README

SyncML_application.pdf

kXML:

CVS/

README

build/

build.xml

dist/

doc/

examples/

lib/

src/

paper:

images/

SyncML_application/

SyncML_application.aux

SyncML_application.log

SyncML_application.out

SyncML_application.pdf

SyncML_application.tex

SyncML_application.toc

compile.sh*

fdl.txt

gpl.txt

sync4j:

CVS/

README.txt
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build/

doc/

lib/

output/

src/

sync4jweb:

CVS/

build/

build.properties

build.xml

docs/

lib/

src/

web/

B Used Software

Together Control Center 6.0 was used for the design in UML. Development

was done in XEmacs 21.4 (patch 8) in JDE mode. Sun’s Java2 SDK 1.4

was used for compiling, which ant managed. LATEX cared for painless au-

thoring of this documentation, while LATEX2HTML did the transformation

to HTML. To perform version control, CVS was used. All work was done

under Linux (Kernels 2.4.18 and 2.4.19), running a Debian 3.0 Woody dis-

tribution.

C License

License of kXML

The contents of the files in the kXML project are subject to the Enhydra

Public License Version 1.1 (the ”License”); you may not use this file except

in compliance with the License. You may obtain a copy of the License on

the Enhydra web site ( http://www.enhydra.org/ ).
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Software distributed under the License is distributed on an ”AS IS” basis,

WITHOUT WARRANTY OF ANY KIND, either express or implied. See

the License for the specific terms governing rights and limitations under the

License.

The Initial Developer of kXML is Stefan Haustein. Copyright (C) 2000,

2001 Stefan Haustein, D-46045 Oberhausen (Rhld.), Germany. All Rights

Reserved.

License of Sync4j

Copyright (c) 2001 sync4j project

All rights reserved.

Redistribution and use in source and binary forms, with or without

modification, are permitted provided that the following conditions

are met:

1. Redistributions of source code must retain the above copyright

notice, this list of conditions, and the following disclaimer.

2. Redistributions in binary form must reproduce the above copyright

notice, this list of conditions, and the disclaimer that follows

these conditions in the documentation and/or other materials

provided with the distribution.

3. The name "sync4j" must not be used to endorse or promote products

derived from this software without prior written permission.

4. Products derived from this software may not be called "sync4j", nor

may "sync4j" appear in their name, without prior written permission.

In addition, we request (but do not require) that you include in the

end-user documentation provided with the redistribution and/or in the

software itself an acknowledgement equivalent to the following:
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"This product includes software developed by the

sync4j project."

THIS SOFTWARE IS PROVIDED ‘‘AS IS’’ AND ANY EXPRESSED OR IMPLIED

WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED WARRANTIES

OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE ARE

DISCLAIMED. IN NO EVENT SHALL THE SYNC4J AUTHORS OR THE PROJECT

CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL,

SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT NOT

LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF

USE, DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND

ON ANY THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY,

OR TORT (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT

OF THE USE OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF

SUCH DAMAGE.

License of Sync4jWeb

Sync4jWeb is free software; you can redistribute it and/or modify it under

the terms of the GNU General Public License as published by the Free

Software Foundation; either version 2 of the License, or (at your option)

any later version.

This program is distributed in the hope that it will be useful, but WITH-

OUT ANY WARRANTY; without even the implied warranty of MER-

CHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE. See the

GNU General Public License for more details.

You should have received a copy of the GNU General Public License

along with this program; if not, write to the Free Software Foundation, Inc.,

59 Temple Place, Suite 330, Boston, MA 02111-1307 USA

A copy of the license is included in the file gpl.txt.

License of this paper

Copyright (c) 2002 Nicola Fankhauser
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Permission is granted to copy, distribute and/or modify this document

under the terms of the GNU Free Documentation License, Version 1.2 or any

later version published by the Free Software Foundation; with no Invariant

Sections, no Front-Cover Texts, and no Back-Cover Texts.

A copy of the license is included in the file fdl.txt.
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